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ABSTRACT: 
Structural health monitoring systems contain many different types of sensors, each often measuring at a different 
frequency. For a complete overview of the monitored structure, data is stored and processed in a centralized 
computer. The challenge of structural health monitoring systems is the management and analysis of the large 
amount of data for short-term event detection and long-term trends. Additionally, not only raw measurements but 
calculated values are required to be stored and analysed. 
 
Proposed is a data structure consisting of an indexing system and file system. The indexing system first divides 
at the sensor level and then on time. The sensor level division can be any spatial or key tree structure (such as the 
kd-tree), the time division refers to the data files of the sensors and calculations. The time division stores raw 
data in its lowest level while storing average values (and other calculated values such as maximum, minimum 
and standard deviation) in the higher levels of the tree, allowing for rapid trend analysis and faster data searching 
(i.e. thresholds of events). 
 
The new data structure is designed to deal with the nature of sensor measurements (stream data to files) and is 
flexible in the choice of levels. In its design for a specific application, choices for calculations and time division 
are made representing the current and future analysis to be performed. 
 
Due to the flexibility of the data structure and the nature of sensor measurements, several data reduction 
techniques, such as omission of raw data when no events occur, are discussed. 
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1. INTRODUCTION 
 
The goal of structural health monitoring (SHM) is to provide a comprehensive picture of the monitored 
structure with the available sensor data. This requires processing which however cannot always be 
performed on a single data point, therefore requiring data storage and post-measurement data access. 
 
Even though distributed sensor networks can handle certain data storage and processing at the sensor 
location, eventually this data is transmitted and gathered into a centralized location. The reason SHM, 
and many other sensor networks, cannot be decentralized is the requirement for post-processing and 
data comparison [1-3]. Although a lot of research effort is going into the reduction of data transmission 
by implementing data processing algorithms at distributed nodes, post-processing often requires data 
from multiple sensors and from longer time periods than the distributed sensors can handle. 
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At the central computer, data from all sensors come together, and for SHM this constitutes data from a 
range of sensor types, each with its own measurement frequency and different data point description. 
This results in different storage requirements, often also depending on how sensors already transmit 
data. Some sensors stream data directly to a database, others output to file.  
 
Processing however requires all data to be combined into a single software package and due to the lack 
of a combinatory data structure being available, each SHM system has its own developed program [3-
5]. There are however efforts to create a combinatory system [6,7] but limitations still exist in how 
data is being stored, accessed and processed. 
 
For long-term SHM systems very large amounts of data can accrue, up to the point that data storage is 
insufficient. Several techniques exist to deal with data storage limitations: 

- Move data to an archive [1] 
- Delete data not associated with events of interest [2,3,8] 
- Delete data after a certain time period [1] 
- Only store processed data, thus omit all raw data [9] 
- Omit all data except for predefined periods [10,11] 

These techniques only deal with the storage limitation on the central processing computer, and certain 
techniques can already be implemented in distributed sensor networks (such as event association, only 
using processed data and monitoring for predefined periods). One or more data storage techniques are 
always required as data storage limitations are always present. 
 
Data storage is not the only limitation in a SHM, but it is an issue very often mentioned in research 
papers. In the post-processing phase, data access efficiency can become an issue when large files need 
to be read, or large databases need to be accessed. Although the archiving of data is possible for large 
databases, this approach makes historical data difficult to access. Other techniques include the 
operation of several databases depending on the historical data length [12] or data splitting [8,9], 
possibly with the additional storage of statistical parameters [3,13]. 
 
To summarize, the following data management issues exist: 

1. Data from sensors use different storage systems (files, database) 
2. Sensor data is streamed at different frequencies 
3. Sensor data representations are different (e.g. temperatures, tri-axis acceleration, strain) 
4. Post-processing requires data from multiple sensors 
5. Post-processing requires data for different lengths of time 
6. Post-processing creates new data 
7. Post-processing requires efficient data access  
8. Multitude of data storage limitation mitigation techniques 

 
Many researchers recommend the creation of intelligent algorithms to generate metrics, to detect 
damage and to form a generalized theory [6,14,15]. All require the evaluation of historical data to 
obtain these results, however none have addressed above mentioned issues of storing, accessing and 
processing of the monitoring data. The new data structure proposed here endeavors to address these 
issues and will hopefully be a stepping stone towards better sensor data management and processing. 
 
Aktan et al. [15] stressed the need of tackling the information technology (IT) issues for SHM in 2001 
and to date, many SHM systems still focus on sensor usage, deployment architecture and comparison 
of post-processed measurements with simulation analysis. With the proposed data structure as an 
example, this paper intends to re-initiate the discussion towards further IT developments in SHM. 
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2. DATA MANAGEMENT LIMITATIONS 
 
In the few papers where a data management method is mentioned in the context of SHM, discussions 
center on the use of files [8,13], a database [1,2,9,12] or a combination of both [3]. Focus is normally 
on the storage method, not on how data is efficiently accessed for processing. 
 
To efficiently access data stored in files, a file indexing scheme should be present which captures the 
specifics of each file, for example an associated metadata file containing the measurement start and 
end times. In some cases this information is stored in the file header. For example, the monitoring 
system of the new Svinesund Bridge between Norway and Sweden mentions that for each 10-minute 
sensor file, a statistical file with mean, maximum, minimum and standard deviation is created, plus an 
identification of the data logging time [13]. For the SmartSync system, employed on the Burj Khalifa 
in Dubai, this statistical information is stored into a database [3]. 
 
In the examples where databases are used in SHM [1,2,3,9,12], no mention of the indexing scheme is 
made as the standard database indexing technique is assumed. There are however mentions of the 
database types used such as SQL [2], MySQL [3] and Oracle [12]. These traditional databases 
however are not designed for sensor systems, making them inefficient for SHM. 
 
The reason for this inefficiency comes from the difference between sensor network data management 
requirements and the capabilities of traditional databases. These differences are summarized for 
distributed sensor networks by Li et al. [16]: 

1. In database systems, the details of the network are of no concern. In sensor networks, the 
sensor’s spatial location and its status are of importance. 

2. Sensor networks produce infinite data streams where traditional database systems cannot 
manage infinite streams. 

3. Continuous monitoring requires a continuous data query to keep track of the data inflow. 
Traditional database systems do not have a continuous query capability, so cannot deal with 
real-time responses. 

4. Query processing techniques in traditional database systems are not suitable: optimization is 
based on statistical information while for sensors this statistical information is not readily 
present (it can only be generated after a certain time period) and is different for each sensor. 

 
Nevertheless, database systems are much more efficient than simple file access and a combination of 
both files and database usage, with an ‘application’ dealing with the mentioned limitations above 
offers a workable solution. The data structure proposed in this paper is a step in this direction. 
 
3. DATA STRUCTURES 
 
At the heart of a data management system is a data structure, defined as a way of storing or organizing 
data so that it can be used efficiently. A data structure is usually designed with certain usage in mind 
and there are therefore many different data structures available [17]. This paper focuses only on the 
data structure and does not include any usage algorithms; also because these algorithms can be 
different for each SHM system. 
 
Many data structures are “tree-like”, as tree traversal is much more efficient than a full data search. 
The databases used in previously mentioned SHM systems (SQL [2], MySQL [3] and Oracle [12]) all 
have a B-tree [18] or a B-tree deviation as their basic data structure. 
 
To explain how the tree structures work, figure 1a shows the B-tree, while figure 1b shows the B+-tree 
[18], an improvement of the B-tree. Each tree contains 5 data elements with values 11, 30, 51, 66 and 
78. Each of the blocks is referred to as a node, the bottom nodes are leaves (a node without children) 
and the top node is the root (there can only be one root node). A search algorithm in the B-tree and 
B+-tree work the same, however data distribution is different. If one would try to find data value ‘71’, 
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the search algorithm would start with the root node, where value ‘51’ occurs. As ‘71’ is higher than 
‘51’, the algorithm would traverse to the child node to the right. In this node it would check the 
elements for their value. For the B-tree, if the pointer between ‘66’ and ‘78’ would point to another 
node, it would traverse to this node. Such node is not present, so the search algorithm returns ‘not 
found’. 
 
The only difference between the B-tree and B+-tree is that for the B+-tree all data is stored in the leaf 
nodes. The element ‘51’ in the top node is only considered a key, not a data element. The definition of 
a key is “the part of a group of data by which it is sorted, indexed, cross referenced, etc.” [17]. Thus if 
the value ‘51’ were to be deleted, in the B+-tree that would only require the removal of the data 
element (the key would stay ‘51’), in the B-tree that would require a reorganization of the tree as in 
this tree every element is a data element. 
 
The advantage of the B+tree is that all data are stored in the leaves and are sequential. To retrieve 
sequential data spanning multiple leaves, multiple tree traversals are not required in the B+-tree, but 
would be with the B-tree. It is therefore more efficient. 
 
In traditional databases structures such as the B+-tree are only created for the selected index, often 
chosen to be the sensor identifier. Indexing time only with a B+-tree is inefficient due to the sequential 
nature of time and a search query would return the data of multiple sensors at once. Thus, data 
structures dealing with time, also called version indexes, were developed, such as the TSB-tree [19]. 
 
The disadvantage of the TSB-tree and many other developed version indexes [20] is that they split 
their nodes by time or by key, storing an index with both time and key. If version indexes are 
implemented in sensor networks, each measurement point would need to be inserted into the database 
with a timestamp and sensor identifier. This insertion is computationally inefficient as it creates many 
tree branches and the index plus timestamp for each data point creates a very large overhead. 
 
In SHM and other sensor networks, each sensor has a certain location, thus spatial data structures 
should not be overlooked. One of the simplest spatial data structures, one which is in fact capable of 

a) B-tree b) B+-tree 
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Figure 1: The B-tree and B+-tree both with 5 data elements. A grey element is a pointer to a 

child node and italicized text represents a key value only (no data). 
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Figure 2: The kd-tree splits k-dimensional space into blocks, where each block is 

consequently split up, or contains data. In the tree representation a circle (    ) represents a 

key node, while a square (     ) represents a data node. 
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multidimensional indexing, is the kd-tree [21]. Instead of using a single value as the index as for the B-
tree or their deviations, the kd-tree uses a k-dimensional index. Figure 2 shows this process for two 
dimensions. 
 
The indexing process of the kd-tree example of figure 2 is as follows. Based on the amount of data in 
the space from coordinates (0,0) to (100,100), the space is split in two, with point A at coordinates 
(50,50) the reference coordinate for the vertical space split. What results are two spaces, each 
containing different groups of data. 
 
In this example, the amount of data is still too large to be properly indexed, and therefore each of the 
two spaces is split again. On the left side, the horizontal split occurs at reference coordinate (10,15), 
marked as B. On the right side the horizontal split occurs at (80,60), marked as C. These locations are 
determined based on the coordinates of the data groups inside the space. 
 
At this moment, the right side contains the correct amount of data to be indexed, and no other split is 
necessary. On the left top side however another split is needed, this time performed at reference 
coordinate (20,80), marked as D. 
 
As can be seen, the split always follows a vertical, then horizontal pattern so that the space contained 
becomes gradually smaller. The reference points are used as key in the kd-tree, as shown on the far 
right of figure 2. 
 
Another common spatial data structure is the R-tree [22], implemented in many databases supporting 
spatial queries. Figure 3 shows its spatial division is based on bounding boxes, where each bounding 
box is similarly traversed as with B-trees. 
 
To include the temporal domain into spatial data structures, spatio-temporal data structures can be used. 
Two of the most common spatio-temporal trees are the historical R-tree (HR-tree) [23] and the time-
parameterized R-tree (TPR-tree) [24], which both index on the spatial and temporal dimensions 
simultaneously. 
 
The disadvantage of spatial or spatio-temporal data structures in sensor networks is that only the 
temporal domain is subjected to change, while the spatial domain hardly ever changes, unless sensors 
are added or removed. Spatio-temporal data structures are therefore more suitable for dealing with 
moving objects over time, such as in transportation tracking. 
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Figure 3: The R-tree uses bounding boxes as the keys for tree traversal. In the tree each 

square represents a bounding box key node, while the arrows from R3 to R7 represent data 

nodes. 
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For post-processing, the data itself is of most interest, thus a time series of data is likely to be 
requested. For such situations, the ability to sequentially retrieve data would be beneficial. In spatial or 
spatio-temporal data structures this is not possible and would require complete tree traversal every 
time data is requested. 
 
It would be best if data could be stored sequentially while maintaining an efficient indexing scheme. 
This can be achieved by splitting the spatial component and temporal component into two different 
indexing structures. This essentially creates one spatial index and many temporal indexes: one 
temporal index for each sensor. This approach has been described by Noël et al. [25], who developed 
the Po-tree in which both the spatial and temporal components are split up into indexing trees (see 
figure 4). 
 
The Po-tree addresses many of the issues mentioned in the introduction to this paper and also 
addresses the requirements for data management. The items which the Po-tree does not address are: 

1. Post-processing requires data for different lengths of time 
2. Post-processing creates new data 
3. Post-processing requires efficient data access  
4. Multitude of data storage limitation mitigation techniques 

The following section will introduce a new data structure and section 5 will explain how the structure 
can address these outstanding issues. 

 

4. NEW DATA STRUCTURE 
 
The proposed data structure is inspired by the Po-tree and also consists of two indexing structures. The 
top data structure can be either spatial or key division, where the Po-tree is defined to use a spatial 
division only. Figure 5 shows the data structure divided into the top and bottom data structures, and 
immediately identifies significant differences with the Po-tree in its bottom temporal data structure. 
 

 

 

   

 

   

 

   

Figure 4: The Po-tree division (redrawn from Noël et al. [25]), where each circle (    ) 

represents a spatial node, each square (     ) represents a temporal node and the grey shape 

(     ) represents data. 
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While the spatial division of the Po-tree is limited to that of a kd-tree, the new structure does not 
require the kd-tree to be used: any spatial data structure can be chosen. In certain cases, and most 
likely to occur in structural monitoring due to its limited amount of sensors, this data structure does not 
have to be based on spatial location but may be a sensor identifier (key). However, the top data 
structure must follow these requirements: 

1. The leaf node must only contain a single sensor. 
2. The sensors should be spatially quasi-static, thus not change its location in the spatial data 

structure (when a spatial data structure is used). 
 
The final requirement means that certain spatial movement is allowed, as long as care is taken that the 
sensor does not modify the spatial tree structure. A modification in the tree structure would require the 
complete restructuring of the underlying temporal data structure, which results in inefficient 
processing. The same however is valid for the original Po-tree. 
 
For the benefit of the temporal division, each leaf node of the top data structure will link to important 
metadata about the sensor and to the temporal data structure (the polygon marked M in figure 5). This 
allows for complete flexibility in the temporal data structure design. The contents of this metadata file 
are described after the explanation of the data structure in the next section. 
 
The idea for the new temporal data structure comes from combining the notion of temporal division 
(similar to a kd-tree) with the consecutive blurring of images (as used in image processing for the 
scale-invariant feature transform (SIFT) [26]). The division of the temporal data structure means the 
splitting of data files into manageable chunks, while blurring equates to the averaging of data to obtain 
representative statistical information. As blurring is the main feature of the new technique, the 
resultant data structure will be named the temporally blurred tree, or TB-tree. 
 
The tree structure is based on the B+-tree, where the leaf nodes refer to the original data files and are 
in sequential order. The data files are stored with certain measurement duration, and for each file 
averages and other statistical values are calculated, and stored into the parent node. This is similar to 
the procedure performed for the new Svinesund Bridge [13], with the exception that this averaging 
spans multiple tree levels and that timestamps are used as database indexes. 
 
Each blur level of the TB-tree (with level 0 being the original data, level 1 being the first blur, and so 
on) has its own defined time span, depending on the sensor measurement frequency and required post-
processing analysis. Figure 6 shows an example of how data is being blurred and how timestamps are 

   

 

 

   

 

   

 

 

Figure 5: The new proposed data structure, where each circle (    ) represents a spatial or 

key node, each unshaded rectangle (    ) represents a temporal node and a grey shape 

(      and     ) represents data. 

M 
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used as indexes. Ten original data points are blurred into averages and other statistical information at 
level 1. The average values of level 1 are used to blur at level 2, and so on. 
 

 
5. ADDRESSING SENSOR NETWORK ISSUES 
 
In the introduction the following issues were identified for sensor networks: 

1. Data from sensors use different storage systems (files, database) 

Although the proposed data structure does not directly address this issue, there is no other system 
which deals with this problem immediately. For any sensor network implementation, software has to 
be developed to deal with this item, even if it were to use only one storage system. If this software 
employs the new data structure, it will be able to deal with the other issues. 
 

2. Sensor data is streamed at different frequencies 

Due to the split between a spatial/key data structure and temporal data structure, each TB-tree can be 
specifically designed for the measurement frequency of the sensor data. 
 

3. Sensor data representations are different (e.g. temperatures, tri-axis acceleration, strain) 

Similar as item 2, the TB-tree can be specifically designed to deal with the measurement variables. 
 

4. Post-processing requires data from multiple sensors 

Multiple sensors can easily be selected with the spatial/key data structure, after which sensor data is 
retrieved through the TB-tree. 
 

5. Post-processing requires data for different lengths of time 

This is the first issue not addressed by the Po-tree, but is addressed by the TB-tree. Each blur level 
represents periodic averages, allowing the selection of longer data the higher the blur level. In SHM, 
trends over very long periods, possibly months or years, are to be identified, while the sensor data is 
retrieved at (for example) 200 Hz. It is very inefficient to have to access and process each and every 
data point. Instead, one can select a higher blur level (possibly containing daily averages) and use 
these values for trend detection. 
 
It must be noted that the amount of blurring for each level should be identified before sensor network 
operation, just like a traditional database has to be set up. A modification in the blur levels after data 
has already been gathered requires the re-processing of all data to generate the new averages and 
statistical information. This however has to be done only once, after which the average values can be 
used in multiple post-processing algorithms. 
 

6. Post-processing creates new data 

When certain post-processing algorithms require data from multiple sensors, it is highly likely it will 
output new information. Additionally, many post-processing techniques reduce multiple data points to 
a single value (such as frequency processing). To accommodate this additional data, a spatial/key leaf 

4 3 1 1 1 1 1 2 3 4 1 1 1 2 3 2 2 1 2 1 

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20T 

 Average=1.6 
Min=1 
Max=3 
T=11 
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Max=4 
T=1 

Figure 6: Example of blurring data for T=1 to T=20. 
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node split can be performed and a new TB-tree is formed for the processed data. The metafile 
associated with the sensor and the metafile associated with the new spatial/key leaf node can then 
contain the information about the additional processed data. 
 

7. Post-processing requires efficient data access 

Although access to the data itself is already efficient through the tree indexing system, not all data 
access queries are efficient. A traditional database is efficient in obtaining data given a certain sensor 
identifier and less efficient when a sensor identifier and time span are given. The Po-tree solves this 
issue through the split between a spatial and temporal data structure, and this efficiency is kept with 
the new data structure employing the TB-tree. 
 
In sensor networks this however is not the only query. More common queries are threshold searches 
for event occurrences. To find data where thresholds are exceeded, in current data structures all data 
has to be accessed and identified to be associated with the event or not. With the statistical information 
in multiple levels of the TB-tree, search algorithms can immediately discard TB-tree branches where 
the threshold has not been reached, making threshold searches much more efficient.  
 
As a bonus of the statistical values stored through the blurring algorithm, standard deviation can 
indicate a possible failing sensor. If the deviation suddenly increases while no events occurred, sensor 
failure can be detected. Other calculations for different statistical values can be added for the benefit of 
other processing algorithms. 
 

8. Multitude of data storage limitation mitigation techniques 

It is counterintuitive that a data structure that adds statistical information at each level can decrease the 
required storage. However, the data storage limitation techniques mentioned in the introduction can all 
be applied in this data structure: 

- Move data to an archive 
- Delete data after a certain time period 
- Delete data not associated with events 
- Only store processed data, thus omit all raw data 
- Omit all data except for predefined periods 

 
Although an indexing structure is common to databases, original data is still stored in files. The files 
can thus be moved to an archive. Even when the original data is archived, the average and statistical 
information can still be maintained. The same accounts for the removal of old files, and for time 
periods where event detection algorithms have identified no event took place. It is then also clear to 
see how only processed data can be kept in level 1 of the TB-tree, and how all original data files, 
except for certain time periods, can be deleted. 
 
The combination of the spatial/key data structure and TB-tree allows for storage reduction through 
distribution of sensor data. Sensors have both a set of static data and dynamic data, as shown in table 1. 
Storing the static data at each measurement will generate an unnecessarily large overhead and it can 
therefore be stored only once per sensor, in the metafile of the spatial/key leaf node. 
 

Static data Dynamic data 

Metadata (accuracy, sensor type, …) Time stamp 
Approximate location Measurement value(s) 

Table 1: Static and dynamic data of sensors 
 
Data reduction continues in the TB-tree itself. In traditional databases each data point is stored 
together with the timestamp of this data point. If the data stream is sequential and the sensor measures 
at a fixed frequency, the timestamp is not necessary. Instead of storing a time stamp at every 
measurement value, the measurement frequency has to be stored only once: in the metafile. The 
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indexing system of the TB-tree will always contain the timestamp of the first data point of the file as 
needed for tree indexing. 
 
All of the contents of the metafile can now be compiled. Table 2 shows the information contained in 
the metafile. 
 

Data Value 

Metadata Sensor id, type, accuracy, etc. 
Approximate location Coordinates 
Tree identifier Id value 
Measurement frequency TB-tree level 1 

TB-tree level 2 
TB-tree level n 

Calculation results 1 Link to identifier of tree 
Calculation results 2 Link to identifier of tree 
Calculation results n Link to identifier of tree 

Table 2: Summary of metadata file contents at each spatial/key leaf node 
 
 
6. THEORETICAL EXAMPLE 

 
One of the most important measures in SHM is the frequency of a structure – measured through 
accelerometers and time series data analysis. This measure however has a dual-temporal nature, as 
seen in the following example. 
 
The natural frequency of a high-rise building is in the order of 0.1 to 2 Hz [27] while earthquakes 
vibrate with a frequency range of 0.001 Hz to more than 10 Hz [28]. To measure earthquakes 
successfully, a measurement frequency of 100 Hz is recommended. However for natural frequencies a 
measurement of 10 Hz is sufficient. 
 
To be able to cover both earthquake and natural frequency monitoring, an accelerometer is therefore 
measuring a building at a frequency of 100 Hz. This 100 Hz data will be stored as raw data in level 0 
of the TB-tree. To obtain the 10 Hz data sufficient for natural frequency calculation, every 10 samples 
of the 100 Hz data is averaged and stored in level 1 of the TB-tree. Level 2 can be an even further 
reduction of data to facilitate other information conversion algorithms, such as keeping track of the 
frequency every 10 minutes. 
 
In this example it is clear that the raw data (level 0) can be omitted if no earthquake event was detected. 
Without the ability of the TB-tree and if all data was to be kept for post-processing, the 100 Hz data 
would use 10 times more space than the actual required 10 Hz data. With the employment of 
earthquake detection algorithms the raw data can be removed when not needed. The algorithms will 
have to indicate how much of the 100 Hz data is to be kept for future post-processing in case an 
earthquake did occur. 
 
7. CONCLUSION 

 
The following 8 data management issues for sensor networks were identified: 

1. Sensor data from sensors use different storage systems (files, database) 
2. Sensor data is streamed at different frequencies 
3. Sensor data representations are different (e.g. temperatures, tri-axis acceleration, strain) 
4. Post-processing requires data from multiple sensors 
5. Post-processing requires data for different lengths of time 
6. Post-processing creates new data 
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7. Post-processing requires efficient data access  
8. Multitude of data storage limitation mitigation techniques 

 
A new data structure is proposed based on the initial spatial or key division, after which the temporal 
domain is indexed. This data structure is particularly well suited for time-sequential data as commonly 
occurring in sensor networks, and addresses the above 8 data management issues. 
 
The data structure focuses on the development and benefits of the temporally blurred tree, or TB-tree, 
for the temporal division. The TB-tree stores raw data in its lowest level and blurs (averages) this data 
into higher levels, allowing easier trend processing and event threshold detection. Due to its flexibility, 
additional algorithms are able to integrate into the data structure. 
 
Additionally the paper identified how data reduction can be applied to this data structure by 
distributing the sensor static and dynamic data, and how currently employed data reduction techniques 
are applicable to this structure. A theoretical example was presented to show its usage. 
 
This paper revisits the IT needs for successful and future-proof structural health monitoring systems.  
It is the hope of the authors that the new data structure will be a stepping stone for further IT 
development in structural monitoring systems. 
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